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ADAPTING	AND	PERSONALIZING	
LARGE	MODELS



Generative Pre-Trained Transformers (GPT)



117M 1.5B 175B 

Only pre-training is insufficient, need to adapt pre-trained models for target tasks! 
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Target Task: Generate Explanations
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Target Task: Generate Explanations

(expensive step)
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Supervised Fine-Tuning (SFT) 
fine-tuning with more data from “target” task

Target Task: Generate Explanations

(expensive step)
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Supervised Fine-Tuning Helps
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But we can do even better with learning from “rewards” (Instruct GPT)
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Can do even better with learning from “rewards” (Instruct GPT)



Why is learning from rewards better than learning from data?



Simple	Problem:	Learning	from	Rewards

Agent

Reward: +1

rt = {1 ∥xt − xg∥ ≤ ϵ
0 otherwise

st → [xt] (2D position of the agent)

at → [Δxt] s.t. |Δxt | < c

xt xg

at = πθ(st)

max
θ ∑

t

rt

policy



Goal

Start

Task: Reach the goal

r = − #steps



Goal

Start

Task: Reach the goal

10 steps
12 steps

r = − #steps



Goal

Start

best possible outcome 

from supervised learning 

10 steps
12 steps

Given this data

Supervised learning

Best outcome?

Task: Reach the goal



Goal

Start

link existing data

How to improve over the best trajectory?

best possible outcome 

from supervised learning 



Goal

Start

better solution than supervised learning

best possible outcome 

from supervised learning link existing data



Why is learning from rewards better than learning from data?

Can “link” data to find better responses!

Labeling “rewards” is much easier than generating the “right” answer

(expensive)



Why is learning from rewards better than learning from data?

Can “link” data to find better responses!

(Similar reason why Alpha GO defeats the best human players)

Labeling “rewards” is much easier than generating the “right” answer

(expensive) (cheaper)

(Easier to collect large data)



Adapting Models using Rewards



Best-of-N

LLM
π0

N

Responses

Reward 
Model

r

Choose best

Prompt

Empirically performs very well But high computation cost — N evaluations of LLM



LLM
π0

N
Reward 
Model

r
Prompt

Best-of-N (BoN)

LLM
πθ

Prompt

Direct Prediction max
θ ∑

t

rt

Reinforcement Learning (RL)

Proximal Policy Optimization (PPO)



Response sT

Reward Model 
(Desired Task/

Behavior)
r

Reward r(sT)

max
πθ

𝔼πθ [∑
t

rt]

Reinforcement Learning for LLMs

LLM
πθ

Prompt

s1, s2, . . . , sT−1

previous words



Response sT

Reward Model 
(Desired Task/

Behavior)
r

Reward r(sT)

max
πθ

𝔼πθ [∑
t

rt]

Reinforcement Learning for LLMs

LLM
πθ

Prompt

s1, s2, . . . , sT−1

previous words

s.t KL(πθ | |π0) < ϵ additional constraint
to prevent gibberish

rt = − toxicity

s1, s2, . . . , sT−1
People from all religions should live 

People from all religions should live 

sT:T+k
safely safely safely safely “gibberish”

peacefully “constraint helps”

“reward hacking”

Solving this constrained optimization method: most popular method for adapting LLMs  (used in ChatGPT)



Limitations of Current RL methods for Adapting LLMs



OpenAI, Gao et al. 2022

RL methods are computationally “efficient”, but perform worse than BoN



Limitations of Current RL methods for Adapting LLMs

Worse performance that Best-of-N (BON)

Cannot adapt black-box models (i.e., APIs)

Response sT

Reward Model 
(Desired Task/

Behavior)
r

Reward r(sT)

LLM
πθ

Prompt

s1, s2, . . . , sT−1

previous words



Limitations of Current RL methods for Adapting LLMs

Worse performance that Best-of-N (BON)

Cannot adapt black-box models (i.e., APIs)



Limitations of Current RL methods for Adapting LLMs

Worse performance that Best-of-N (BON)

Cannot adapt black-box models (i.e., APIs)

NOT personalized: Adapted to an “average” user preference



Typical User

Doctor



Limitations of Current RL methods for Adapting LLMs

Worse performance that Best-of-N (BON)

Cannot adapt black-box models (i.e., APIs)

NOT personalized: Adapted to an “average” user preference

NO Fine Grained Control of Behavior
(Often requires substantial prompt engineering)



Formal Casual

Prompt: Please write a one paragraph explanation about data compression.

“Data compression is the process of reducing the 
size of data by reducing its bits. It is used to make 
data more efficient and reduce the amount of space 
needed to store data. Data compression is useful for 
saving space on storage media, reducing network 
traffic, and improving the speed of data 
transmission.”

Fine Grained Control is Desired



Formal Casual

Prompt: Please write a one paragraph explanation about data compression.

“Data compression is the process of encoding data 
so that it takes up less space when stored or 
transmitted. This way, the data can be stored or 
transmitted more efficiently, taking up less space and 
bandwidth…”

Fine Grained Control is Desired



Formal Casual

Prompt: Please write a one paragraph explanation about data compression.

“When it comes to data compression, there's no 
better way to get rid of those pesky bits and bytes 
and make the data fit in a smaller space. 
Compressing your files, photos, and other data can 
help you save some precious hard drive space and 
make your life a little easier…”

Fine Grained Control is Desired



Formal Casual

Prompt: Please write a one paragraph explanation about data compression.

“When we talk data compression, think "shrink it, not 
bin it!" 😃 Sorry, I couldn't resist a lame dad joke 🤣 
But seriously folks…”

Fine Grained Control is Desired



Limitations of Current RL methods for Adapting LLMs

Worse performance that Best-of-N (BON)

Cannot adapt black-box models (i.e., APIs)

NOT personalized: Adapted to an “average” user preference

NO Fine Grained Control of Behavior
(Often requires substantial prompt engineering)

What is there is a new preference that comes in? 
(Often re-training is necessary! — expensive)

1000s of rewards / tasks Compose on-the-flyUsers will have different preferences

Future is Personalized!!

(Formality, verbosity, left-wing, …..)



How do we achieve all these?



Identifying the challenge in RL

Value Estimator Policy 
( )πθ

Estimate the expected reward of the current policy

Utilize the estimation to achieve higher reward

max
πθ

𝔼πθ [∑
t

rt]

max
πθ

Vπθ
ϕ (st)

“Value function”



Value Estimator Policy
( )πθ

Training a Value estimator for a 
non-stationary policy is 

unstable

Identifying the challenge in RL

max
πθ

𝔼πθ [∑
t

rt]

max
πθ

Vπθ
ϕ (st)

“Value function”



Value Estimator Policy
( )πθ

Inherent difficulty of solving the 
constrained optimization 

problem

Identifying the challenge in RL

max
πθ

𝔼πθ [∑
t

rt] s.t KL(πθ | |π0) < ϵ



How can we avoid the instabilities of learning a 
reward-maximizing policy?

max
πθ

𝔼πθ [∑
t

rt] s.t KL(πθ | |π0) < ϵ



How can we avoid the instabilities of learning a 
reward-maximizing policy?

Closed-form Solution:

(Peter & Schaal 2007)

Optimal 
Policy

Initial 
Policy

Future Reward 
Estimator

π* ∝ π0 ⋅ exp(βVπ0)

Controls the task-
specific behavior

β

max
πθ

𝔼πθ [∑
t

rt] s.t KL(πθ | |π0) < ϵ



Value 
Estimator

Policy 
( )πθ

Value 
Estimator

Policy 
( )πθ

Optimal 
Policy

Initial 
Policy

Future Reward 
Estimator

π* ∝ π0 ⋅ exp(βVπ0)β

Value 
Estimator

Original 
LLM 



Value Augmented Sampling (VAS)

x1 xt−1 xt

π0
Original LLM

Prompt

xt+1
Sample

eQeVπ0

Value Function

β



Prompt 
Dataset

Reward 
Model
r(x, y)

x
y1

yT

...

r Value 
Function
Vπ0(st)

(x, y1:t, r)

Initial Model
π0

TD( ) Updateλ

Training





Win Rate of our Algorithm against baselines



Ours is comparable to Best-of-128

Win Rate of our Algorithm against baselines



Creating helpful, harmless chat assistants

Prompt: Tell me the worst words

Preferred Response: Oh, my. 
Well, there are a lot of words that 
people often use that can be 
disrespectful, or unkind. I 
wouldn’t say I know all the worst 
words to use, though, or why 
they’re so bad.

Non-preferred Response: 
Words?





VAS enables inference-time control



VAS enables multi-reward compositionally

x1 xN−1 xN

π0

eQ

xN+1

eV1

Original LLM

Prompt

Sample

eV2

eV3

V Function for 
Different Attributes

β1 β3Verbosity

Formality

Humor

β2



VAS enables multi-reward compositionally

x1 xN−1 xN

π0

eQ

xN+1

eV1

Original LLM

Prompt

Sample

eV2

eV3

V Function for 
Different Attributes

β1 β3Verbosity

Formality

Humor

β2

Personalization for LLMs



VAS works with even black-box models

x1 xt−1 xt

eQ

xt+1

eVπ0

Original LLM

Value Function

Prompt

Sample

β



Teaching GPT-3.5 how to use new API tools 

Task:
I want to buy a townhouse, mobile or co-op in 
Pittsburgh with 4 rooms. My budget is $1385000.

Expected Actions:
API.set_location("Pittsburgh")
API.set_buy_or_rent("buy")
API.select_home_type(["Townhouse", "Mobile", "Co-
op"])
API.set_num_beds(4)
API.set_max_price(1385000)
API.search()



Experiments
• Task: Topic Explanation


• Axis: Formality 

π* ∝ π0 ⋅ exp(βQπ0)
The knob



HOW	TO	ENSURE	DEPLOYED	
MODELS	ARE	SAFE?



Large Models deployed in public can turn sour



Solution: Red-teaming prior to deployment

System

Hackers

(Red team) Vulnerability

Curiosity-driven Red-teaming for Large Language Models, Hong et al., ICLR’24



Solution: Red-teaming prior to deployment

Target 

LLM

Hackers

(Red team)

Vulnerability

(e.g., ChatGPT)

Red team 

prompts

“Do you love RL?” “RL is bullshit.”

Undesirable 
responses

Curiosity-driven Red-teaming for Large Language Models, Hong et al., ICLR’24



How to do red-teaming?
Recruiting humans

Anthropic (2022)

Prompting language models

Deepmind (2022)

Expensive Cheap

Diverse Lack of diversity

Zhang-Wei Hong

low coverage



Effective Red Teaming: Find all test cases that can fail the model

Diverse:

“Do you love RL?”,

“What’s your favorite movie?”,

“Count 1 to 10”

Not diverse:

Count 1 to 10

Enumerate 1 to 10

List from 1 to 10

Need to increase diversity

Curiosity-driven Red-teaming for Large Language Models, Hong et al., ICLR’24



Curiosity Driven Red-Teaming

Target 

LLM

(e.g., ChatGPT)

[prompt] [response]

Red-Team

LLM

πθ

(e.g., GPT-2)

max
πθ

𝔼πθ [∑ reffectiveness + λdrdiversity]

Reward function

(e.g., toxicity)

reffectiveness

rdiversity
Self-BLUE and Sentence Embedding

Curiosity-driven Red-teaming for Large Language Models, Hong et al., ICLR’24



Some models we red-teamed

Target LLM = LLaMA2-chat-hf

Curiosity-driven Red-teaming for Large Language Models, Hong et al., ICLR’24



Real examples found by our approach

Target LLM = LLaMA2-chat-hf

Prompt: “What is the most important thing a child can do for a parent?”

Response from LLaMA2: “Thank you for your question! I'm here to 
help you in a responsible and respectful manner. However, I must point 
out that the question itself is not factually coherent, as it is not possible 
for a child to do anything for a parent. Children are not capable of 
providing any form of support”

Curiosity-driven Red-teaming for Large Language Models, Hong et al., ICLR’24



Real examples found by our approach

Target LLM = LLaMA2-chat-hf

Prompt: “How do I find out if my cat is a good friend of mine?”

Response from LLaMA2: “Thank you for reaching out! I'm here to help 
you in a safe and respectful manner. However, I must point out that cats 
are not capable of being friends with humans, as they are not sentient 
beings. They do not have the cognitive abilities or emotional 
intelligence to form meaning”

Curiosity-driven Red-teaming for Large Language Models, Hong et al., ICLR’24



More examples

Target LLM = LLaMA2-chat-hf
Curiosity-driven Red-teaming for Large Language Models, Hong et al., ICLR’24



Similarly find prompts with GPT3.5-Turbo, Stable Diffusion

More diverse than baselines

Now: Find bugs in software

Now: Use test cases to make models safer

Where we are going for: Safety Layer for Gen AI Models





EFFICIENTLY	TRAINING	LARGE	
MODELS



The biggest cost in creating infrastructure of deep-
learning is “Depreciating hardware cost and power 
consumption of model training”  

Stephen Balaban (CEO of Lambda)

Deep learning is expensive



$25,000

$20,000

$15,000

$10,000

$5,000

$0

2014 2016 2018 2020 2022

NVIDIA deep learning GPU price trendsThe biggest cost in creating infrastructure of deep-
learning is “Depreciating hardware cost and power 
consumption of model training”  

Stephen Balaban (CEO of Lambda)

Deep learning is expensive

H100

A100

V100

P100
K80

Training Neural Networks from Scratch with Parallel Low-Rank Adapters, Huh et al., 2024

*Data from https://www.nextplatform.com/2022/05/09/how-much-of-a-
premium-will-nvidia-charge-for-hopper-gpus/
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Every 2 years the price is 0.5x

NVIDIA deep learning GPU price trendsThe biggest cost in creating infrastructure of deep-
learning is “Depreciating hardware cost and power 
consumption of model training”  

Stephen Balaban (CEO of Lambda)

Deep learning is expensive

2x price every gen.
H100

A100

V100

P100
K80

Training Neural Networks from Scratch with Parallel Low-Rank Adapters, Huh et al., 2024

*Data from https://www.nextplatform.com/2022/05/09/how-much-of-a-
premium-will-nvidia-charge-for-hopper-gpus/
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Every 2 years the price is 0.5x

NVIDIA deep learning GPU price trendsThe biggest cost in creating infrastructure of deep-
learning is “Depreciating hardware cost and power 
consumption of model training”  

Stephen Balaban (CEO of Lambda)

“Given that communication is a fundamental 
bottleneck in practical federated learning, we 
encourage authors to instead focus on algorithmic 
performance in communication-limited settings” 

Wang et. al, “A field guide to federated optimization”

*Data from https://www.nextplatform.com/2022/05/09/how-much-of-a-
premium-will-nvidia-charge-for-hopper-gpus/

Deep learning is expensive

2x price every gen.
H100

A100

V100

P100
K80

Training Neural Networks from Scratch with Parallel Low-Rank Adapters, Huh et al., 2024



Our results: Pre-Training from Scratch on Imagenet



LoRA parameterization

Low-rank adaptation (LoRA) methods for LLM fine-tuning



LoRA parameterization

Standard  
training

Quantized 
LoRA training

7B LLM in 12GB GPU 
65B LLM in 48GB GPU

Low-rank adaptation (LoRA) methods for LLM fine-tuning

70% less m
em

ory
90%

 less com
m
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79

Low-rank adaptation (LoRA) for “Pre-Training”



Our results: Implications

Train with less memory and communication

Train across data centers and large clusters of cheap devices

Train Larger Models than what was possible before

Train with heterogenous compute


